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Bigtable: Introduction 

 Resembles a database. 

 Does not support a full relational data 

model. 

 Treats data as uninterpreted string. 

 Stores several hundred terabytes of data 

across thousands of servers. 

 Allows the clients to control the locality 

of their data- out of memory or from 

disk. 

 

 

 

 



Bigtable: Data Model 

 Definition 

◦ A Bigtable is a sparse, distributed, persistent 

multidimensional sorted map. 

 The map is indexed by a row key, column key, and a 

timestamp; each value in the map is an uninterpreted 

array of bytes. 

 (row:string, column:string, time:int64) -> string 

 

 

 



Data Model: Column Families  

 Grouped into sets called column families 

 All data stored in a column family is usually of the same 

type 

 A column family must be created before data can be 

stored under any column key in that family 

 A column key is named using the following syntax: 

    family:qualifier 



DataModel: Row 

 The row keys in a table are arbitrary strings 

 Every read or write of data under a single row 

key is atomic 

 Maintains data in lexicographic order by row 

key 



Data Model: Timestamps  

 Each cell in a Bigtable can contain multiple 

versions of the same data; these versions are 

indexed by timestamp (64-bit integers). 

 Applications that need to avoid collisions must 

generate unique timestamps themselves. 

 To make the management of versioned data less 

onerous, they support two per-column-family 

settings that tell Bigtable to garbage-collect cell 

versions automatically. 



Big Table: Implementation 

 Google WorkQueue (scheduler) 

 GFS: large-scale distributed file system 

 Chubby: lock/file/name service 

◦ Coarse-grained locks; can store small amount 

of data in a lock 

◦ 5 replicas 



Implementation: SSTable 

 Internal data type of Big Table  

 Part of GFS 

 Immutable, sorted file of key-value pairs 

 Chunks of data and an index 

 



Implementation: Tablet Design 

 Large tables broken into tablets at row boundaries 

◦ Tablets hold contiguous rows 

◦ Approx 100 - 200 MB of data per tablet 

 Approx 100 tablets per machine 

◦ Fast recovery 

◦ Load-balancing 

 Built out of multiple SSTables 



Implementation: Tablet Assignment 
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 Each tablet is assigned to one tablet server at a time. 

 The tablet servers are responsible for the reads and 

writes of the tablet. 

 When the tablet size increases the tablet server splits 

the tablet. 



Implementation: Master Start Up 

When a Master starts up: 

 It gets a unique master lock on Chubby. 

 Scans the Chubby directory to find the 
live tablet servers. 

 Communicates with all the live tablet 
servers to discover the tablets assigned. 

 Scans the METADATA table to know the 
set of tablets. 

 Creates a list of unassigned tablets.  



Implementation: Tablet Location 

 Like a B+-tree, but fixed at 3 levels 

 To avoid bottleneck at the root: 

◦ Aggressively cache tablet locations 

◦ Lookup starts from leaf 



Implementation: Tablet Serving 

 Updates are logged 

 Memtable (sorted by key) caches recent updates 

 Each SSTable corresponds to a batch of updates or a 

snapshot of the tablet taken at some earlier time 

 Reads consult both memtable and SSTables 



Implementation: Compactions 

 Minor compaction converts the memtable into an 

SSTable 
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Implementation: Refinements 

 Group column families together into an SSTable. 
Segregating column families that are not typically 
accessed together into separate locality groups 
enables more efficient reads. 

 Can compress locality groups, using Bentley and 
McIlroy’s scheme and a fast compression 
algorithm that looks for repetitions. 

 Bloom Filters on locality groups allows to ask 
whether an SSTable might contain any data for a 
specified row/column pair. Drastically reduces the 
number of disk seeks required for non-existent 
rows or columns do not need to touch disk. 



Implementation: Refinements 

 Caching for read performance ( two 
levels of caching) 

◦ Scan Cache: higher-level cache that caches the 
key-value pairs returned by the SSTable 
interface to the tablet server code. 

◦ Block Cache: lower-level cache that caches 
SSTables blocks that were read from GFS. 

 Commit-log implementation 

 Speeding up tablet recovery (log entries) 

 Exploiting immutability 



Performance of Bigtable 

 



Scalability of Bigtable 



The Size of Bigtable 

•Tablet servers run on1 GB of memory, two 400GB hard drives 

and dual-core Opteron 2 GHz chips 

•Enough physical memory to hold the working set of all 

running processes 



Questions 


